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Abstract 

The fundamental concept of a partition links almost all 
knowledge discovery and data mining techniques.  Such 
fundamental and unifying concepts are very important 
since there is such a wide variety of problem domains 
covered under the general headings of knowledge 
discovery and data mining.  For instance, a data store 
that tries to analyze shopping behavior would not 
benefit much from a machine learning algorithm that 
allows prediction of one quantity as a function of some 
number of other variables.  Yet, such an algorithm may 
be precisely the right tool for an agricultural producer 
who wants to predict yield from the nitrogen and 
moisture values in his field.  We will show that both 
problems and their solutions, can be described in the 
framework of partitions and generalized database 
operations.   
 

1. Introduction 

Data mining techniques are as diverse as the questions 
they are trying to answer [1].  However, it is the 
contention presented here that fundamental issues of 
partitioning link almost all the data mining techniques.  A 
store that tries to analyze shopping behavior would not 
benefit much from a machine learning algorithm that 
allows prediction of one quantity as a function of some 
number of other variables.  Yet, such an algorithm may be 
precisely the right tool for an agricultural producer who 
wants to predict yield from the nitrogen and moisture 
values in his field.  We will show that both of those 
problems and their solutions, as well as several other 
standard techniques, can be described in the same 
framework of generalized database operations.  The 
relation concept is at the center of our model.  The 
relational data model is a ubiquitous model for database 
systems today.  The notion of a unary equivalence 
relation is central for the understanding of data patterns 
through similarity partitioning and the notion of a unary 
comparison relation (order relation or hierarchy) is central 
for distinguishing similarity patterns.  The former glues 
object together and the latter distinguishes them.  The 
former is reflexive, symmetric and transitive and the latter 
is irreflexive, and transitive. 
 

We can view a relation, R(A1,…,An) with Dom(A i) = Xi, as 
the f-1(1)-component of the pre-image partition generated 
by a function f:X1×…×Xn à {0,1} which assigns 1 if the 
tuple “exists in the relation” and 0 if it “does not exist in 
the relation”  (pre-images of functions; partitions and 
equivalence relations are pair-wise dual concepts).  That 
is, we partition the full Cartesian product of the attribute 
domains into two components whenever we define a 
relation.  Data mining and database querying are a matter 
of describing the non-randomness of that partition 
boundary (if it is non-random).  Clearly, if f is identically 
1, the relation is the entire Cartesian product and there is 
no boundary.  This is one extreme.  At the other extreme, f 
is the characteristic function of a singleton set and there 
is a clear boundary and clear non-randomness.  Data 
mining is the latter case is query processing.  So 
"searching for patterns" can be viewed as searching for 
and describing the non-randomness of that boundary. 
 
A partition on a relation over attribute domains, X1,…,Xn 
is the pre-image partition generated by a surjection 
function, F:X1×…×Xn à {0,1,…,N}.  The range provides 
a labeling for the partition.  We don’t need to define a 
relation separately from a partition since this partition 
function, F, when composed with the characteristic 
function, g:[0,N] --> [0,1] given by g(n)=1 iff n≠0,  is the 
function, f, that defines the underlying relation being 
partitioned.  Composition with this characteristic function 
is used in Market Basket Research to focus on existence 
of a data item in a market basket (independent of  count 
issues) in much the same way. 
 
Another very central construct we will use to unify data 
querying and data mining of a relational database is the 
partition.  Both the “partition - equivalence relation” 
duality and the “partition - label function” duality will be 
exploited in this treatment - namely, every partition 
generates an equivalence relation and vice versa, and 
every labeled partition generates a function from the 
partitioned set to the label set and vice versa.  Partitions 
have sub-objects.  A sub-partition is simply a finer 
partition (every partition component is a subset of a 
component of the super-partition).  The class of 
partitions forms a partially ordered set under the “sub” 
operator.  Within the context of the partially ordered set 
of partitions (or the lattice of partitions), querying, 
indexing, clustering, classification, association rule 



mining, data warehousing operations, and even 
concurrency control can be defined and related.  Using 
this extended model, it may be possible to bring database 
and data mining research together.  It may also be 
possible to eliminate the current need for two separate 
systems, an operational database management system 
and a data warehouse.  If this should happen, the original 
goals of database management, namely: centralized 
control of enterprise data resources, reduced data 
redundancy, standardization of schemas, database 
correctness (i.e., serializability), maximal information 
resource utilization, etc.; may be achieved.  The purpose 
of this paper is to attempt to make a contribution in this 
direction.  We will use the notions of partitions and 
hierarchies (partial orderings) of partitions as a unifying 
theme.  Most data mining operations involve partitioning 
– based on distance functions, classifiers, equivalence 
relations (e.g., binning algorithms) and chaining 
techniques (e.g., density-based clustering).  For example, 
clusters generated from the k-means clustering method 
are partitions produced from distance functions.  
Partitions are often but not always represented by 
indexes.  Data warehouses use bitmap indexes for data 
mining queries.  Many data mining algorithms use tree-
structured indexes to represent hierarchical partitions.  
Examples of such indexes are B+-trees, R-trees[2], Quad-
trees[3], and P-trees[4,5,6,7,8].  A close relationship exists 
between bitmap indexes that are used in data 
warehouses, and P-tree indexes. 
 
The “distance function - similarity measure”, the 
“distance function - norm dualities”, and the “distance 
function - scalar product” dualities will be exploited in 
this paper, also.  We will discuss distance between data 
points (i.e., database tuples) in a general framework that 
includes commonly used distance metrics such as 
Euclidean distance and Manhattan distance, as well as 
other Lp-distances and their variations, the Max distance, 
and a new distance called the HOBit distance[5].  Each of 
these generates a similarity measure and therefore a 
whole class of clusterings (depending on the clustering 
algorithms employed).  Each of these also generates a 
norm and scalar product and therefore provides the 
notions of orthonormal basis and coincident angle.  
Support Vector Machines (SVM), Wavelet Analysis, 
Principal Component Analysis (PCA) and other 
approaches to clustering and classification make use of 
these notions.  It will be necessary to keep in mind when 
considering a database state in the context of a linear 
space, that a database state is always finite and discrete 
and therefore is a subset, not a subspace.  We refer the 
reader to [12] regarding functional and linear space 
details.  We will show how one of the standard distances, 
namely the Max distance, can provide huge benefits 
when dealing with categorical data.  We encode 

categorical attributes, based on their labels, as an integer 
and break up the integer into bit planes.  The bit planes 
are then treated as Boolean variables, the distance 
between which is given by the Max distance.  We will 
show that this results in a distance of 1 whenever the 
attribute values differ.  By this scheme we can encode a 
categorical attribute that has a domain of 2n values in n 
bits without losing any of the distance properties of the 
standard encoding (which uses one Boolean attribute for 
each of the 2n domain values).  This shows how a 
systematic treatment of distance metrics can lead to 
dramatic performance improvement.  It is important to 
note that the standard encoding of categorical attributes 
that uses one Boolean attribute for each domain value 
can easily be regained by a bit-wise "AND" operation on 
a combination of Boolean attributes and complements.  
This allows existing algorithms to be used unmodified. 
 
Based on attribute values and distances, we will identify 
partitions that can be efficiently searched through 
indexes.  It is important for our discussion that partitions 
can be defined at many levels.  In the data mining context 
this can be identified with a concept hierarchy, or in our 
model a “partition hierarchy”.  Concept hierarchies are 
commonly defined as a sequence (or more generally, a 
directed graph) of mappings from a set of low-level 
concepts to more general concepts, such as "city" < 
"province_or_state" < "country"[1].  We include in our 
discussion collections of attributes that don't individually 
form a concept hierarchy, such as "year", "month", and 
"day of_month".  Defining a concept hierarchy for these 
attributes requires combining attributes 
("year","month","day_of_month") < ("year","month") < 
"year".  We will refer to "month" and "day_of_month" as 
concept slices. Concept slices can be defined for a 
collection of nodes within a fixed level of the hierarchy 
when that collection involves only the repetition of a 
fixed “slice concept” such as month.  If the collection of 
same-level nodes involved both month and week, for 
instance, no concept slice exists for that collection.  It is 
also possible to derive a concept hierarchy from the 
intervalization of numerical attributes.  Efficient data 
mining on numerical attributes normally requires values 
within some interval to be considered together.  It is often 
useful to do data mining at a variety of levels of interval 
width leading to a concept hierarchy based on intervals 
of integer valued attributes.  We will show that in this 
model bit planes can be considered concept slices that 
can be used to map out a concept hierarchy by a bit-wise 
"AND" operation.  This treatment naturally extends to 
the concept lattices.  A concept lattice is a collection of 
attributes for which the mapping from low-level concepts 
to high-level ones only defines a partial order.  Creating a 
concept hierarchy from concept slices requires that the 
concept slices that define a high-level concept form a 



subset of those that define any lower-level ones, e.g., 
"year" has to be part of the ("year", "month") concept to 
make it a lower level concept than "year", provided 
concept slices are independent.   It is important to note 
that although we break up both integer and categorical 
attributes into bit planes we do so with different 
motivation.  For integer attributes the individual bits are 
considered concept slices that can be used within a 
framework of concept hierarchies.  Knowing which bit 
position is represented by a given attribute is essential 
for the correct evaluation of distance, means, etc. For 
categorical attributes the individual bits are considered 
equivalent and are not part of a concept hierarchy.  
Consistent evaluation of distance requires use of a 
particular metric, namely the Max metric.  In section 2, we 
will discuss the key ingredients of our model, namely the 
assumptions we make about tables, how partitions are 
formed (2.1), some background on distance measures 
(2.2) and the notions of concept hierarchies and concept 
slices (2.3).  In section 3, we will look at data mining 
algorithms in more detail, and will see how partitions and, 
in particular, indexes can improve performance and 
clarity.  We end with concluding remarks in section 4. 

2. Theory 

At the heart of our description is a table R(A1,A2, ..., An).  
We decide to use the term “table” rather than “relation” 
because our treatment of distance requires us to be able 
to discuss rows of the table as vectors.  Tuples of a 
relation are sets rather than vectors.  The practical 
relevance of this distinction can be seen especially 
clearly when we discuss how different distance measures 
can be chosen for different dimensions in attribute space. 
 
In this paper we are not concerned with normalization 
issues.  The table in question could therefore be a view, 
i.e. the result of joins on more than one of the stored 
tables of the database.  One or more attributes of this 
table constitute the key.  Many of the techniques we 
describe are based on a specific order of data points.  We 
will generally define this order based on the values of the 
key attributes.  In a general setting attributes could come 
from one of several domains.  In the following we assume 
that all domains have been mapped to integers.  This 
does not limit our presentation much since most domains 
naturally lend themselves to such a mapping: Boolean 
attributes correspond to values of 0 or 1, string attributes 
are represented in a way that maintains their 
lexicographical order, and continuous variables are 
discretized.  Discretization of continuous variables can be 
seen as the lowest level of intervalization.  We will 
discuss intervalization of numerical attributes further in 
the context  of concept hierarchies.  All domains 
mentioned so far have an associated natural order that is 

well represented by integer variables.  Categorical 
attributes are an exception to this in that they are 
represented by nominal values, i.e., sets of values with no 
natural order.  We encode categorical attributes by 
assigning an integer label to each domain value.  The bit-
wise representation of these labeling integers is broken 
up into bit planes.  We will discuss in 2.2, how we can 
assure the distance of any two such attributes to be one 
by using the standard Max metric. 
 

2.1. Partitions 

Our main mechanism for the extraction of information 
from a table is a partition.  A partition is a mutually 
exclusive, collectively exhaustive set of subsets (called 
“components”).  One possible basis for the partitioning 
of a table is the value of one or more attributes.  In 
database systems such a partition is often realized as an 
index, i.e. a table that maps from the attribute value to the 
tuples of the partition component. A common reason to 
implement an index is to provide a fast access path to 
components of the partition. 
 
An index, I(R,Ai) for R on an attribute, Ai, is a partition 
produced by the pre-image sets of the projection 
function, f:R à� R[Ai] and the range values can be 
viewed as labeling the components of the partition (i.e., 
a labeled partition of R).  An attribute can be a 
composite of two or more attributes.  A multi-level index 
is a tree structure representing a hierarchical partition. 
 
We will consider every function (e.g., f:R à R[Ai]) to 
have and “inverse” defined, in general, as a set-valued 
function from the range to the powerset of the domain 
(e.g.,   f:R à� R[Ai])  has inverse,   f–1 :R[Ai] à 2R which 
maps a to the set of all tuples containing a in the ith 
component.  In fact, the range of  f–1  is the partition.). 
 
Not every partition has to be implemented using an index.  
While an index always defines a partition, defining a 
partition without an index on it may well be useful.  An 
example of a partition without an index is the result of a 
"select" query.  A "select" creates a partition of the table 
into rows that satisfy a given condition and those that 
don't.  It is important to realize how the concept of 
partitions is relevant at several levels of database 
systems, from indexes to queries.  The relationship can 
most easily be seen for the example of bitmap indexes in 
data warehouses.  Bitmap indexes are bit vector 
representations of regular indexes based on the value of 
an attribute.  The result of a query is represented by a 
bitmap that partitions a table into rows that are of 
interest, labeled by the value 1, and those that are not, 
labeled by 0.  We will later look at other indexes that label 



exactly two components, in particular at P-tree indexes.  
The structure of P-trees has been described elsewhere 
[8].  The most relevant properties in the context of this 
discussion are the following:  P-trees are a data mining-
ready representation of integer-valued data.  Count 
information is maintained to quickly perform data mining 
operations.  P-trees represent bit information that is 
obtained from the data through a separation into bit 
planes.  Their multi-level structure is chosen so as to 
achieve compression for data that has quadrants, which 
are made up entirely of 0's or entirely of 1's (pure 
quadrants).  A consistent multi-level structure is 
maintained across all bit planes of all attributes.  This is 
done so that a simple multi-way logical AND operation 
can be used to reconstruct count information for any 
attribute value or tuple. All major data mining techniques 
involve partitioning.  We will now look at how the 
concept of partitions is implemented in clustering, 
classification, and Association Rule Mining (ARM). 
 
A clustering is a partition generated by an equivalence 
relation from a similarity measure.  The mechanism 
producing an equivalence relation from a similarity 
meas. depends on the clustering method.  In hierarchical 
clustering, a hierarchical partition is generated. 
 
The classification of R[A1 ,…, An] by class label 
attribute, Ai, is a map   g:R[A1,…,Ai-1, Ai+1,…,An] à 
2�R[Ai] where 2�R[Ai] stands for the power set of the 
extant domain of the class label attribute.  The mapping  
varies depending upon the classification method.  For 
decision tree induction, stopping rules usually 
terminate the decision tree generation before a unique 
class label has been determined, and a plurality vote is 
used to pick a class label for that branch of the tree or a 
probability distribution function is attached to that 
branch.  We can think of each level in the tree 
construction as a partitioning of the remaining relation, 
R'(Ai1,…,Aip��  via pre-images under the projection, 
g:R'(Ai1,…,Aip�à R'(Ai1,…,Aij-1�Aij+1,…,Aip�� where Aij 
is the decision attribute at that node in the tree.  This 
process is continued along each branch of the tree until 
a stopping condition is satisfied, at which point, the 
remaining relation fragment contains some subset of 
R[Ai]  (ideally, but not always, a singleton set).  
Therefore the decision tree amounts to a map 
g:R[A1,…,Ai-1,, Ai+1,…,An] à 2 �R[Ai]   generated by a 
succession of projection-pre-image partitions.   It is not 
necessarily determined by the value of the class label 
attribute alone.  Lazy classifiers make use of different 
partitions.  When the classifier results in a unique class 
label range value (i.e., in g:R[A1,…,Ai-1, Ai+1,…,An] à 
2�R[Ai]   g(t) is always a singleton set), classification is a 
generalization of the graphing problem, namely, given a 
set of domain values for which the range values are 

known, fill in the missing range values based on the 
known ones.  With numeric data, when the “fi lling in” 
process is based on the assumption that the resulting 
graph must be a straight line, it is called linear 
regression.  When the “filling in” is allowed to be the 
graph of a higher order hypersurface, it is called non-
linear regression. 
 
In Association Rule Mining new hierarchies of 
partitions are generated for each rule.  The partitions 
have only two components, one of which represents to 
the data points of interest and the other is its 
complement.  Support is a property of one partition 
whereas confidence relates two partitions within a 
hierarchy.  
 
Partitions that are generated by clustering or 
classification will generally have more than two 
components.  This does not preclude a description based 
on Boolean indexes.  The labels of a general partition can 
be seen as nominal values, and as such, one possible 
representation uses one Boolean quantity for each label 
value, i.e., in this case one index.   

2.2. Distance Measures 

We are now in a position to define distance measures on 
the attribute space.  This will allow us to use similarity 
between data items as a criterion for the partitioning of 
tables.  It is important at this point to preserve flexibility 
in our definition of space to make the theory applicable to 
a wide variety of application domains.  Nevertheless we 
need certain tools to perform calculations.  In particular, 
we need a metric to evaluate distance and an inner 
product to determine angles.  In mathematical terms, a 
space with these properties is called a pre-Hilbert space.  
It is a space that is a specialization of a normed linear 
space and has all its properties  

| x | ≥ 0  for x ≠ 0  and  | x | = 0 for x = 0 
| x + y | ≤ | x | + | y | 
| a x | = | a | | x | for any real number, a. 

 
The norm induces a unique distance function by d( x , y ) 
= | x - y |.  In a pre-Hilbert space one can place an 
additional requirement on the norm, and thereby define 
an inner product space.  The requirement, which is known 
as the parallelogram condition, states that the square of 
the sum of the diagonals is equal to the sum of the 
squares of the sides for any parallelogram, or, for any two 
points, x and y,  |x+ y|2 + | x - y|2 = 2 (| x |2+| y |2 ) 
An inner product can then be defined as                x ⋅ y = ( 
| x + y |2 - | x - y |2) / 4.   The classical Frechet - Von 
Neuman - Jordan theorem states that this scalar product 
is commutative, distributes over addition, commutes with 
real multiplication, and satisfies    x ⋅ x = | x |2.  



Alternatively it is possible to postulate a scalar product 
with these properties and derive the properties of a norm 
from there.  Therefore the concepts of a scalar product 
and a norm are dual.  Most of the common metrics belong 
to the class of Minkowski distance metrics, Lp.  The 
Minkowski distance for equally weighted dimensions is   
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integer, and xi and yi are the components of vectors X and 
Y in dimension i.  Weights can be added to the 
summands for complete generality.    For p = 1 the 
Minkowski distance becomes the Manhattan distance:  
the shortest path between two points has to follow a 
dimension-parallel grid.  For p = 2 the regular Euclidean 
distance is regained.  In the limiting case of p 
��∞��the Minkowski distance becomes the Max 
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computationally efficient distance metric is the Higher 
Order Bit Distance (HOBit)[5].  For one dimension it is 
defined as the number of digits by which the binary 
representation of an integer has to be right-shifted to 
make two numbers equal.  For more than one dimension 
HOBit distance is defined as maximum of the HOBit 
distances in the individual dimensions. It is important to 
note that the norm of any one attribute can be chosen 
independently from the norm on the vector.  In fact we 
point out without proof that groups of attributes, such as 
the Boolean variables that we use to represent categorical 
attributes, can be treated together as one attribute that 
has an associated metric which is independent of the 
metric of the vector.  We will make use of this to 
consistently choose the Max metric (L∞) for our norm on 
the Boolean values that represent categorical attributes.  
Our encoding is based on the bit-slices of the attribute 
labels.  Bit-slices are considered as separate variables.  
This corresponds to a mapping to the corners of an n-
dimensional hypercube as representation of up to 2n 
domain values.  The Max metric evaluates any distance 
within a hypercube to be 1.  Therefore the distances 
between any two attributes will be the same unit distance.  
For an example of a categorical attribute with a domain of 
size 4 the representation becomes 00, 01, and 10, and 11.  
It can easily be seen that the Max metric distances 
between any of these numbers is 1. 

2.3. Concept Hierarchies and Concept Slices 

Concept hierarchies allow data mining to be performed at 
different levels of abstraction.  Commonly data mining 
algorithms assume that a mapping must exist from low-
level attributes to high-level attributes.  It is important to 
realize that this is not the only kind of concept hierarchy 
that can be identified in a database.  Attributes are often 
encoded in such a way that only difference information is 

given at any one level.  We will look again at the example 
of attributes "year", "month", and "day_of_month".  
Clearly "day_of_month" does not contain information on 
the month or the year.  The highest level in this concept 
hierarchy is "year", but the next lower level is not 
"month", but instead the combination of "year" and 
"month".  We will refer to such attributes (e.g., month) as 
concept slices. 
 
In a similar way, value-based concept hierarchies and 
slices can be identified within any one integer-valued 
attribute.  Just as the digits of a number in any number 
system could be identified as concept slices, i.e., 
elements in a concept hierarchy that is defined through 
differences, so can binary digits. We use this 
understanding to systematically break up each integer 
attribute into bit planes.  Each bit of each integer-valued 
attribute is saved in a separate file, resulting in a bit 
sequential (bSQ) file format[6].  Note that this treatment is 
significantly different from the encoding we use for 
categorical attributes.  For categorical attributes the 
individual bit-planes of the encoding were considered 
equivalent.  There was no concept hierarchy associated 
with the individual values.  For integer attributes, on the 
other hand, this hierarchy is very important to represent 
distance information properly.   Mining data using 
different accuracies now becomes mining at different 
levels of a partition hierarchy.  At the highest level 
membership in the components is entirely determined by 
the highest order bit.  For lower levels the successive bit 
values represent differences.  That means that the lower 
order bits do not by themselves constitute a lower level 
in a concept hierarchy, but rather represent changes or 
deltas with respect to the next higher level.  The 
important aspect of going to the finest level of 
differences, namely bits, is that we can use a standard bit-
wise "AND" to generate partitions at every level.  The bit 
sequences that are produced by a multi-way "AND" of all 
bit-levels equal to and higher than some given resolution 
is, in database language, the bitmap for a bitmapped index 
of the data points with attribute values within the 
represented interval.  In data mining we often want to 
compute counts within such a sequence.  For 
computational and storage reasons we do so by defining 
a hierarchy in the space of the key attribute(s), which we 
call structure space.  We use P-trees [8], a data structure 
that represents count information as a tree structure.  P-
trees can be defined at any of the levels of the concept 
hierarchy that we described for bit sequential sequences.  
Their multi-level structure leads to an improvement in 
storage efficiency and speeds up the "ANDing” 
operations involved in creating a concept hierarchy.  
 



3. Learning Through Partitions 

We will now proceed to demonstrate in more detail how 
data mining algorithms can be described in the framework 
of partitions on tables.  Data mining generally works with 
data points that can be considered equivalent according 
to some measures.  Therefore it is natural to look for 
equivalence relations on the data.  Knowing that 
equivalence relations and partitions are dual concepts, 
i.e., both separate space into mutually exclusive and 
collectively exhaustive components, we can thereby 
justify our focus on partitions.  Unsupervised learning 
techniques, such as clustering, as well as supervised 
ones such as classification and association rule mining 
can be seen in this context.   
 
In clustering equivalence is often defined through a 
distance measure on feature attributes.   The k-means 
method defines points to be equivalent to a cluster center 
if the distance is smaller than that to any other cluster 
center (ties can be broken by an order numbering of the 
centers).  For given cluster centers this uniquely defines 
a partition.  The definition of clusters is changed 
iteratively based on the distribution of data items within 
the cluster.  Different strategies exist to label data items 
according to their cluster membership.  One possibility is 
to create an index that associates the cluster label with 
data items in the cluster.  As an example we will look at an 
algorithm that is based on P-trees [4].  One P-tree index 
can only distinguish between members and non-members 
of one cluster.  Therefore a different P-tree must be 
created for each cluster.  The multi-level structure of a P-
tree lends itself to the rectangular clusters analyzed in [4].  
Aggregate information at the bit-level can be extracted by 
projecting onto each individual bit-plane.  This allows 
very efficient calculation of the means that are relevant 
for the clustering algorithm.  Clustering techniques that 
are not based on distance measure can still be viewed as 
special cases of a partitioning.  In density-based methods 
equivalence is commonly given through some measure of 
connectivity with a dense cluster.  In the DBScan [9] 
clustering method the measure of connectivity is 
determined by the condition that a cluster member is 
within an ε-range of the data point in question.  In one 
variant of DENCLUE [10] connectivity is granted if a path 
to a cluster member exists for which an overall density 
function exceeds a threshold.  Density methods 
commonly allow the existence of outliers that are not 
connected to any cluster. In our model outliers are 
considered to be in a cluster by themselves.   
 
Many clustering algorithms make use of concept 
hierarchies.  Agglomerative and divisive techniques can 
be viewed as partitioning strategies that start from 
opposite ends of a concept hierarchy.  Agglomerative 

clustering begins at the bottom of a hierarchy by 
considering only those data points to be in the same 
cluster, for which the relevant attribute values are 
identical.  This corresponds to an equivalence relation 
that takes d( x , y ) = 0 as its condition of equality.  
Further steps in agglomerative clustering correspond to 
moving up some concept hierarchy.  Divisive clustering 
begins at the top of a hierarchy by considering all data 
items to be in the same cluster.  This corresponds to an 
equivalence relation based on no condition for 
equivalence.  Successive steps in divisive clustering 
correspond to moving down some concept hierarchy. 
 
Classification differs from clustering in several respects.  
In classification the properties of one particular class 
label attribute, together with some condition on similarity 
of the remaining attributes, are used to determine class 
membership.  The class label attribute is not expected to 
be known for unseen data. Therefore partition 
membership has to be defined on the basis of non-class-
label attributes alone. In the absence of noise, and for 
perfect classification, data points are considered to be in 
the same equivalence class if and only if the values of 
one particular attribute, the class label attribute, are equal 
according to some definition of equality. 
Correspondingly, the partition that is defined by the class 
label attribute is identical to the partition used in 
prediction.  In the presence of noise, this is not always 
the case.  Different classification algorithms handle noise 
differently.  ID3 decision trees [11] determine partition 
membership on the basis of plurality.  Decision trees can 
be interpreted as indexes based on some subset of non-
class-label attributes.  It is worth noting that the partition 
described above is not the only possible one when 
performing classification.  Lazy classifiers don't usually 
attempt to partition space entirely. The k-nearest-
neighbors classifier uses a different partition for each 
prediction.  Data points are selected entirely on the basis 
of similarity in the space of the non-class-label attributes.  
The predicted value of the class label attribute can be 
derived from the average or plurality member of the class 
labels of the selected data points.  It [5] this algorithm is 
shown to benefit from the use of P-tree indexes that allow 
efficient evaluation of the necessary averages by 
projecting onto each individual bit-plane and combining 
the aggregate information.   
 
Whereas standard classification techniques naturally 
partition space according to the predicted value of the 
class label attribute, Association Rule Mining aims at 
finding rules on the basis of their relevance.  Therefore 
the most natural partition is one that separates data items 
that are relevant according to some measure, from 
irrelevant data items.  New partitions will be created in the 
process of finding each rule.  It is important to realize that 



the properties of any one partition are not sufficient to 
determine an acceptable or strong rule.  A strong rule is 
defined as having high support as well as high 
confidence.  The latter requires calculation of the support 
of the antecedent as well as the support of the 
combination of antecedent and consequent.  This 
process is simplified by the fact that the two partitions of 
interest are part of the same concept hierarchy.  The task 
of an ARM algorithm therefore involves constructing 
different concept hierarchies and evaluating 
combinations of counts.  The relevant partitions contain 
only a small fraction of the data items in the table.  If such 
a partition is represented by an index, the index naturally 
will be very sparse.  Therefore it is important to use an 
index that provides good compression.  For continuous 
data a suitable implementation can again be based on P-
trees [7].  A benefit of this implementation lies in the bit-
wise representation of the data that makes the 
construction of a concept hierarchy very efficient.  

4. Conclusions 

This paper has presented a unifying view of data mining 
based on the concept of partitioning.  It has highlighted a 
systematic approach to the calculation of distance 
involved in most data mining algorithms and has shown 
how such an approach can lead to a significant 
improvement in efficiency of the representation of 
categorical attributes.  The model presented has 
demonstrated the relevance of concept hierarchies and 
introduced the related notion of concept slices that can 
be used to create hierarchies.  It has shown how existing 
data structures implement these ideas and facilitate the 
creation and use of partition hierarchies.  Often data 
mining efforts focus narrowly on the details of 
implementation and the forest is lost in the trees.  By 
identifying the basic components of data mining the 
model focuses the user on the key issues instead of the 
implementation details.   
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